 Calibrating A Video:  Explanatory Notes On The Procedure
By Roger Venable
International Occultation Timing Association

    The numbered entries in this document refer to the respective numbered steps of the calibration procedure described in “Calibrating A Video:  A Procedure”. That document is much more compact than the present document and is intended as an operational guide for the procedure.
2.  A darkfield made in the ‘lab’ – that is, indoors after the event – will be different from the better darkfield you can make at the time of the event. The difference arises from the different temperatures of the video camera between the two locations. Your video camera is likely to be at temperature equilibrium with the ambient air at either location, but the ambient air will differ in temperature and heat capacity in the two locations. The temperature difference will result in differences in the thermal noise of individual pixels. Since a darkfield is intended specifically to accommodate thermal noise, it is important to record it in the field.
    The same reasoning applies to the making of the flatfield. The flatfield is subject to thermal noise, and you want the thermal noise in the flatfield to match that in the darkfield and the data frames. Moreover, the flatfield accommodates the obstruction of the light path by dust on the optics. (Such obstruction is tantamount to a decrease in pixel sensitivity at the dust’s location in the field of view.) The location of this dust on the field of view depends on the exact orientations of the camera and the individual optical elements in the light path.  Once you disassemble your equipment and transport it indoors, you are unlikely to be able to exactly reproduce the previous orientations of the optical elements when you reassemble it in the ‘lab.’ In view of the dual consideration of temperature difference and dust in the optical train, it is even more important regarding the flatfield than the darkfield that you make it in the field.
    Many observers have developed “light boxes” designed for the making of flatfields at the time of the event. These are boxes with lights and diffusing screens mounted in such a way that an evenly illuminated surface can be presented to the telescope’s aperture, for the flatfield recording. If you make one of these, it is good to incorporate a rheostat to allow you to adjust its brightness. You want the flatfield to be as bright as possible without any saturation of pixel well capacity. Before you record the video flatfield, observe the video screen and adjust the light box’s brightness so that the image is as bright as can be obtained without loss of contrast in the brightest areas. Then record several flatfield videos, bracketing the one that you think is of optimal brightness with recordings at brighter and dimmer settings of the light box. 
    Another way to make a good flatfield recording is to use the twilight sky as the light source. The telescope’s field of view is often so narrow that there is no appreciable difference in brightness of the twilight sky across the field of view. As morning twilight develops, record successive flatfield videos at successively brighter times. This method has the disadvantage that you have to stay at the telescope for a long time during twilight, so that you can’t use the method for more than one set of occultation equipment during a single night. Observers who set up multiple stations will want to use a light box instead.
3.  Limovie and its documentation are available for downloading at 
http://www005.upp.so-net.ne.jp/k_miyash/occ02/limovie_en.html .

    Registax and its documentation are available for downloading at http://www.astronomie.be/registax/html/download_v4.html .

    VirtualDub is available for downloading at http://virtualdub.sourceforge.net/ .

    AviSynth is available for downloading at http://sourceforge.net/projects/avisynth2/ . Its documentation is included in the program download.

5.  Most devices that convert analog video to digital video convert it to a brightness range called the “ITU-R 601 specification,” or, informally, the “601 luminance range.” Recordings that are made with digital video cameras also use this standard, with the exception of cameras that are made for scientific imaging. This standard uses a digital brightness range in which black is any brightness of 16 or darker, and white is any intensity of 235 or greater. This does not mean that the near-whites and near-blacks are clipped to make them pure white and pure black. Rather, it means that the entire brightness range that is presented to the recording device is compressed into the 16-to-235 range, leaving the 0-to-15 and 236-to-255 ranges unavailable for the recording of brightness information. The reason this is done is that the first analog-to-digital conversion hardware had some instability in interpreting the luminance information, so that brightness information would be lost in the extreme ranges due to irregularities. The unused luminance range prevented such information loss. Equipment is better now, but the old standard is still with us.
    You can ascertain whether your analog-to-digital conversion device uses this standard by measuring the brightness range it transmits to your digitized video. To do this, first turn off the automatic gain and high gain settings, if any, on your camera. Then record two videos, one pitch black with the camera’s chip covered, and one fully white by exposure to a bright light. Digitize these videos in your usual way, and open them with the Limovie program. Set the Limovie aperture radius to zero, which causes it to measure one pixel at a time. Then run the video and record the brightness range of that one pixel. In the comma-separated-values file (csv file) thus created, the brightness measurement for which you are looking is not the “Measurement” value, but rather the “Aperture” value. 

    My Dazzle DV90 analog-to-digital video converter uses, not a 601 luminance range of 16 to 235, but rather its own range of 25 to 230! It is worthwhile to measure the output of your own conversion device.
    For many applications, including measuring an obvious occultation event, it is unnecessary to convert a video from 601 luminance range to pc range. However, in calibrating a video we perform functions including subtraction of one video from another, and multiplication of one video by another. These functions are severely distorted by the use of a luminance range that does not start at zero. Accordingly, we must convert our videos to the pc luminance range of 0 to 255. Once we know the luminance range our video is using, conversion is easy, as follows:

    Open the video in VirtualDub. Click on the “Video” heading in the menu bar, then click “Filters…” and then click “Add….” In the list of filters presented, scroll down to “levels.” Click on “levels” and then click “OK.” In the levels configuration window that is then presented, set the “Input levels” slider so that the black and white triangles are at the levels you found when you measured the output of your digitizer. Do not adjust the gray slider except by moving the black and white ones. Make sure that the “Output levels” slider has its black triangle at 0 and its white triangle at 255. Then click “OK,” and then click “OK” again, to get back to the VirtualDub main interface. Then ‘run the dub’ – that is, in the lower left corner of the interface, click on the right-arrow that has a little ‘o’ next to it. Upon completion of this dubbing, save the new avi file by clicking on the “File” heading in the menu bar, and then clicking on “Save as avi...,” and choose a file name and location.
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7.  To do this, open Registax. At the upper left of the interface, click on “Select” and then browse to the video file that you want to use for a darkfield, and select it. Then, click on the “Flat/Dark/Reference” heading, and click on “Create Darkframe”. Registax will average all the frames in the file. When it is done, save the resulting one-frame darkfield as a jpg file. 

10.  A pitfall of subtracting one video from another is that the operation can cause data loss by yielding brightness values that are below zero. Steps 9 and 10 prevent this. To understand it, consider the following diagram. It represents the brightnesses of individual pixels on the 0 to 255 scale, as measured across the horizontal dimension of part of a single frame of an occultation video:
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The blue data points are the individual pixel values of the horizontal line across the data frame, while the brown data points, which run together so that they look like an irregular line in the graph, are the individual pixel values of the horizontal line across the darkfield frame. When we subtract the darkfield frame from this data frame, we get the following values in that same horizontal line of the frame:
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Although this may look as though we have decreased the noise in the data, we actually have discarded data, and any noise reduction is artifactual. We want to avoid such data loss. We can do so by first adding to every pixel of the data frame a constant value equal to half the range of the noise in the data. Here is the comparison of the data’s horizontal line and the darkfield’s horizontal line after addition of a brightness value of 10 to every data pixel:
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We can see that, when the darkfield is subtracted from this data frame, there will be no zero values and no data loss. Adding a constant to the video data does not affect the signal-to-noise ratio, and so does not affect the ease or difficulty we have in interpreting the Limovie measurement data of the event video.
    To access the VirtualDub “brightness/contrast” filter, click on the “Video” heading in the menu bar, and then click “Filters…” and then click “Add….” Find the “brightness/contrast” filter in the list, and click on it, and then click “OK.”  The filter adjustment box is then presented. Adjust the brightness filter upward (to the right,) by half the range of the noise in the data that you ascertained in step 9, or slightly further. Each gradation in the brightness filter is 16 points on the 0 to 255 scale, and the screen resolution of the brightness slider is 10 pixels per gradation, yielding a brightness adjustment resolution of 16/10, or 1.6 points per pixel of slider movement. So, make the adjustment slightly more than the calculated value. Be sure that you do not change the contrast slider at this time. Then click “OK” and click “OK” again to return to the main interface. Then ‘run the dub’ by clicking on the right arrow that has the little ‘o’ next to it, in the lower left corner of the interface. Upon completion of this dubbing, save the new avi file by clicking on the “File” heading in the menu bar, and then clicking on “Save as avi...,” and choose a file name and location.

11.  Once you have downloaded and installed AviSynth on your computer, it sits in the background ready to run whenever you open a file with the ‘avs’ extension. You don’t need to run AviSynth first, to open such a file. You just open the avs file in VirtualDub or whatever other file-opening program you use. Video programs don’t even see AviSynth – they just see the video frames that it serves to them.
    Because of its ASCII format, Windows’s Notepad text editor is a good utility with which to create avs files. Notepad can only save files in txt format, but you will want to type the name of the file with the avs extension rather than the txt extension, as you save it. More sophisticated word processors such as MS Word can be used, but you will have to take care to save the file in txt format, not Word format, and to substitute characters as you save it – a dialog box will appear in Word for this purpose – to change the quotation marks to ASCII characters.

    It is good to have a separate folder in your computer to store AviSynth’s avs files, and it should be far from the path in which you store large avi video files. This is because Notepad will crash if it smells in the path a file that is too large to be opened in Windows Explorer. Notepad will often crash even if the avi file is not in the same folder as the avs file. 
    The overlay filter of AviSynth will subtract one video from another, if the avs file is written as in step 11. It is essential to incorporate the switch, pc_range=true, to avoid AviSynth’s overlay filter’s default procedure of interpreting videos as though they use the 601 luminance standard (see the note for step 5, above.)
    Here’s what you are doing for three pixels of each frame of the data video, and by extrapolation, for the entire data video:
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13.  When an imager of the deep sky calibrates his image by subtracting a darkfield from the image and then dividing the resultant image by a flatfield, he often does not first adjust the flatfield by subtracting the darkfield from it. The reason that it may not be necessary is that the flatfield, unlike the image, is made by a brief exposure and so has not accumulated many thermal electrons in the CCD’s pixel wells – it has very low noise. His darkfield is made by an exposure of a duration identical to that of the image, so that it will have an accumulation of thermal electrons comparable to that of the image.
   A different consideration applies to the calibration of a video recording. The noise in a video is mostly “bias,” or readout noise. The level of this noise is about the same – and quite high -- in the data video, the darkfield, and the flatfield. Consequently, the flatfield will be a better record of pixel sensitivities if the noise (that is, the darkfield) is subtracted from it. 
    Here’s what you are doing for three pixels of each frame of the flatfield video, and by extrapolation, for the entire flatfield video:
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19 -- 21.  It is probably unclear to you what you are doing in this part of the processing. We have already created the dark-subtracted data field in step 12, and the dark-subtracted flatfield in step 14. The next step is the division of the former by the latter, and then multiplication by a constant, to yield the final, calibrated video file. The problem with our doing this is that we do not have software that specifically does it. There is no ‘division’ mode in the AviSynth overlay filter. The reason that there is no such mode is that division will result in fractional pixel values, to wit:
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We are constrained to perform operations that will result in a new video file that we can save and then operate upon further. We can’t make a video file from the quotient file that would arise from dividing files. We have to work around this problem. The AviSynth overlay filter does have a ‘multiply’ mode, and since multiplication is the inverse of division, we can use it on the flatfield if we first convert the flatfield to an inverse of the original. The AviSynth routine in step 20, when run with VirtualDub, will invert the flatfield one-frame video, like this:
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Unless our dark-subtracted flatfield was not well exposed, the inverse flatfield that we are making will be rather dark, as diagrammed above. We want to add brightness to it by adding a constant value to each of its pixels so that the result is equally as bright as the dark-subtracted flatfield was. To achieve this, we need to measure the mean brightness of the dark-subtracted flatfield, and from that measurement we can compute the mean brightness of the inverse flatfield and the value to add to each pixel of the inverse flatfield. This measurement and computation is the first of the two computations done in step 19. We add the brightness to the inverse flatfield by using the VirtualDub brightness/contrast filter in step 21. (For those few cases in which the original flatfield was very dark so that the inverse flatfield is brighter than the original, the computation described in step 19 will cause us to move the slider to the left, not the right, and we’ll still arrive at an adjusted inverse flatfield that is the same brightness as the original dark-subtracted flatfield, thus preserving the proportionality of brightness that is the essence of flatfielding.)
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Once we do this, the brightness proportions among the pixels of the adjusted, inverse flatfield will be the same as those of the dark-subtracted flatfield, but inverted. 
    We can multiply each of the data frames by this new, inverse flatfield. The AviSynth overlay filter’s ‘multiply’ mode functions to multiply the value of each of the data pixels by the fraction that is created by dividing the value of its corresponding pixel in the overlay by 255. Thus, multiplying by the inverse flatfield will darken the data video. The main effect, however, is to adjust the data video by the same proportion that dividing by a flatfield in the usual way would have adjusted it. This multiplication is done in steps 20 & 21.
    However, before we make that multiplication, we can improve the inverse flatfield by maximizing its contrast. We need to do this without changing the proportional brightnesses of its pixels. It is important to understand that the purpose of the flatfield is to adjust the brightnesses of the data video’s pixels in inverse proportion to the sensitivity of those data pixels, and it is the proportionality of this operation that is its essential feature. Increasing the contrast of the flatfield does not change that proportionality, provided that it is increased upward with respect to zero, so that each of its pixels is brightened by the same proportion. This is exactly what the contrast slider does in the VirtualDub ‘brightness/contrast’ filter. As we do this, we brighten it. This brightening will cause it to have less of a darkening effect on the data video, and it will preserve some of the brightness resolution of the data video. The calculation of the desired contrast adjustment is the second of the two computations in step 19, while the second instance of VirtualDub’s ‘brightness/contrast’ filter in step 21 effects that contrast adjustment. Here’s what we’re doing:
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--- Roger Venable, November 2009
